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Cyber-Physical Systems: from code to control

complex embedded systems

interleaving of
cyber/digital components within
physical/analogue dynamics

computation, dynamics & control

safety-critical applications

→ sound and automated verification

→ correct-by-design control synthesis
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Cyber-Physical Systems: from code and data to control

AI-enhanced embedded intelligence

interleaving of AI +
cyber/digital components within
physical/analogue dynamics

learning + computation, dynamics & control

safety-critical applications

?? sound and automated verification

?? correct-by-design control synthesis

→ how might AI-enhanced models be verified / safely
designed?
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Models for dynamics and computation - faraway, so close!

dynamical models for control

x ∈ Rn, x+ =

{
f1(x, a, w), x ≥ 0
f2(x, a, w), x < 0

uncertainty

non-deterministic or
probabilistic/stochastic
epistemic vs aleatoric
endogenous vs exogenous

safety,
reachability,
stability

invariants & barrier certificates,
reach-set computation,
Lyapunov functions

models of software programs

int x, a, w;

...

x = rand(1,...,10);

a = input(1,...,3);

while (x >= 0) {
w = Bernoulli(0.5);

if (a == 1 && w) { x = 2 * x; }
else if (a == 1 && !w) { a++; }
else { x = x - w; }
}
...

if (x < 0) { ...

invariance,
termination,
assertion check/violation

program and loop invariants,
reachability over control flow graph
ranking functions, progress measures
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Formalising dynamical behaviour

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 6 /44



Formalising dynamical behaviour

as requirements, specifications (e.g., safety) for verification

as precise tasks, objectives (e.g., reachability) for control design/synthesis

without manual reward/cost engineering

useful for general sequential decision making problems

(e.g., controller synthesis, and model-free RL)
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Formalising dynamical behaviour

x ∈ Rn

Gi ⊂ Rn, i ∈ {1, . . . m}

x+ = f (x)

x+ = f (x)

G1

G2
G3

x+ = f (x)
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G2
G3

x+ = f (x)
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x : x0 → x1 → x2 → . . .
ρ : Gx0 → Gx1 → Gx2 → . . .

model’s dynamics (behaviour, cf. Jan Willems) ↔ formal language

cf. supervisory control by constraining dynamics/behaviour
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Formalising dynamical behaviour
consider class of control problems

∀x0 ∈ I , ∃T ∈N, ∀k ∈ {0, 1, . . . , T − 1}, ∀τ ≥ T :
xT ∈ G, xk ̸∈ U , xτ ∈ F

x⇤I

a: Stability

I

x⇤

b: ROA

I

U

c: Safety

I

U
x⇤

d: SWA

I

G

e: Reachability

I

G

U

f: RWA

I

F

G

U

g: RSWA

I

G

F

U

h: RAR
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Formalising dynamical behaviour

consider class of control problems

∀x0 ∈ I , ∃T ∈N, ∀k ∈ {0, 1, . . . , T − 1}, ∀τ ≥ T :
xT ∈ G, xk ̸∈ U , xτ ∈ F

x∗I

I

U

I

G

I

U
x∗

I

G

U

I

F

G

U

I

G

F

U

class encompasses stability, invariance/safety, reachability, reach-avoid, . . . (+ combinations)

more formally, class can be framed as

regular expressions
safe/co-safe fragment of linear temporal logic (LTL)
DFA
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Formalising dynamical behaviour

GFB ∧ GFG ∧ G¬U

q0start q1

q2

q3

¬Y ∧ ¬U

B

U

¬Y ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤

∞-horizon specifications

beyond obligation, to full reactivity in Pnueli-Manna’s hierarchy

(ω-regular languages)

automata on infinite strings - Büchi (above), Streett (next), etc.
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with rewards? thanks, but no thanks
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Deterministic Streett Automata (DSA)
states Q, alphabet Σ, transition function δ : Q× Σ→ Q
accepting pair (A, B) of sets of states, A, B ⊆ Q, and acceptance condition:

GF(A) =⇒ GF(B)

A B ✓
finite A’s
finite B’s

A B B ✓
finite A’s
infinite B’s

A B A ✗ infinite A’s
finite B’s

A B A B ✓
infinite A’s
infinite B’s

x+ = 0.5 · x + w
x0 ∼ U (1, 100), w ∼ U (−0.1, 0.1)

¬(x < −1)UG(−1 ≤ x ≤ 1)
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xk

k

select atomic propositions:

x < −1, −1 ≤ x ≤ 1, x > 1

map trajectories → traces:

1.5, 0.72, 1.23, −1.36, . . .

x > 1, −1 ≤ x ≤ 1, x > 1, x < −1, . . .
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x > 1
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−1 ≤ x ≤ 1x > 1
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Digression on “reward is enough” hypothesis in RL

RL: learning algorithm, relies on reward signal from environment

synthesises policies (action selection) maximising cumulative reward

are rewards enough? a matter of feedback ...
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LCRL - Logically Constrained RL

IN requirement, task, or objective

- encode task/objective (say, from LTL formula) as automaton

- synchronise automaton with environment % via labels

- synthesise policies via RL % automaton guides exploration

OUT certified policies: max probability of task satisfaction

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 9 /44



LCRL - Logically Constrained RL

q1start q2 q3 q4 q5 q6 q7 q8 q9 q10 q11

q13

q12

¬t1

t1

¬t2

t2 t3 t4 t5 t6 t7 t8 t9 t10 t11

¬t3 ¬t4 ¬t5 ¬t6 ¬t7 ¬t8 ¬t9 ¬t10 ¬t11

u
u

u
u

u u

u
u

u
u

u

t12

True

“obligation”
(e.g., sequential-reach, while avoid)

q0start q1

q2

q3

¬Y ∧ ¬U

B

U

¬Y ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤

“reactivity”
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Automata-based policy synthesis in RL
environment

slippery grid world

labels: B (blue), G (green), U (red)

label-dep meaning:

q1 → expecting B
q2 → expecting G
q3 → stuck at U

LTL specification

GFB ∧ GFG ∧ G¬U

automaton (Büchi)

q0start q1

q2

q3

¬B ∧ ¬U

B

U

¬B ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤
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Learned policy (action map)

q1 → expecting B

q2 → expecting G

key features:

q1: arrows to blue region B
q2: arrows to green region G
for both q1, q2 (and q0),

avoid red region U

q0start q1

q2

q3

¬B ∧ ¬U

B

U

¬B ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤
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[cf. bib at end of deck]

LTL+RL, beyond LCRL

lexico-graphic RL: requirements + performance

DeepSynth: learning both specification & policy

Cautious RL: requirements at both training- & deployment-time

BARL-LTL: Bayes-adaptive RL under temporal tasks

(Bayesian verification)

beyond single tasks: zero-shot task generalisation
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Decision problems: SAT and SMT

SAT is a decision problem (yes/no question)

problem: to find satisfying assignment of Boolean function

e.g., assume Boolean xi, check 1st-order logic formula

∃x1, x2, x3 : (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2 ∨ x3) ∧ ¬x1

SMT is a decision problem for a logical formula within a theory
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∃x1, x2, x3 : (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2 ∨ x3) ∧ ¬x1

SMT is a decision problem for a logical formula within a theory

instance: theory of non-linear arithmetics over real closed fields

e.g., assume reals xi ∈ R, check

∃x1, x2 : x1 ≥ 0⇒ 3x1 + 2x2 + 1 > 0
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Decision problems: SAT and SMT

SAT is a decision problem (yes/no question)

problem: to find satisfying assignment of Boolean function

e.g., assume Boolean xi, check 1st-order logic formula

∃x1, x2, x3 : (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2 ∨ x3) ∧ ¬x1

SMT is a decision problem for a logical formula within a theory

consider harder problem (2nd-order logic): assume reals xi ∈ R,

seek function F : R×R→ R, s.t.

∃F(x1, x2), ∀x1, x2 :

F(x1, x2) ≥ x1 ∧ F(x1, x2) ≥ x2 ∧ (F(x1, x2) = x1 ∨ F(x1, x2) = x2)

(spoiler: F(x1, x2) = max{x1, x2})
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Neural proofs and certificates

neural proofs = 1) proof rules + 2) certificates synthesis

1) proof rules

= spec-dependent algebraic conditions on model’s dynamics

2) certificate synthesis

2a) deductive
2b) inductive
2c) data-driven
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Lyapunov functions for stability
x+ = f (x), assume xe ∈ Rn is an equilibrium (the label), f (xe) = xe

ensure (asymptotic) stability of xe ∈ D ⊆ Rn (D given)

by finding R-valued Lyapunov function V(x), satisfying

1 lower bound:
V(xe) = 0 (1)

2 positive definiteness:
V(x) > 0, ∀x ∈ D \ {xe} (2)

3 negative decrease:
V( f (x))−V(x) < −ϵ, ∀x ∈ D \ {xe} (ϵ > 0) (3)
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Lyapunov functions for stability
x+ = f (x), assume xe ∈ Rn is an equilibrium (the label), f (xe) = xe

ensure (asymptotic) stability of xe ∈ D ⊆ Rn (D given)

by finding R-valued Lyapunov function V(x), satisfying

1 lower bound:
V(xe) = 0 (1)

2 positive definiteness:
V(x) > 0, ∀x ∈ D \ {xe} (2)

3 negative decrease:
V( f (x))−V(x) < −ϵ, ∀x ∈ D \ {xe} (ϵ > 0) (3)

that is, solve following synthesis problem:

∃V : D → R s.t. ∀x ∈ D, conditions (1)∧ (2)∧ (3) hold

feed 2nd-order logical formula above to SMT solver
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Barrier certificates for safety

consider x+ = f (x), with sets I (initial, label green) and U (unsafe, red)
ensure there exists no trajectory starting in I ever entering U

1 negativity within initial set I :
B(x) ≤ 0, ∀x ∈ I

2 positivity within unsafe set U :
B(x) > 0, ∀x ∈ U

3 set invariance property via negative decrease:

B( f (x))− B(x) < 0, ∀x ∈ (U ∪ I)C

again, feed a 2nd-order logical formula to SMT solver
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Ranking functions for termination/reachability

consider probabilistic program x+ = f (x, w):

while (x > 0):

if prob(0.75) {
x-- }

ensure that, for any x ≥ 0, F(x ≤ 0) holds almost surely (with probability 1)

by finding ranking function V(x), satisfying

1 V(0) = 0
2 x > 0→ V(x) > 0
3 x > 0→ E[V( f (x))] ≤ V(x)− ϵ

namely, if x > 0, V(x) decreases in expectation by ϵ > 0

again, feed a 2nd-order logical formula to SMT solver
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Inductive Synthesis

Student
Prover
Learner
Guesser
Generator
Actor

Teacher
Oracle
Verifier
Checker
Discriminator
Critic

generates candidates
checks candidates, certifies validity,
provides (adversarial) feedback

can be framed as oracle-based synthesis, as infinitely-constrained optimisation
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Counterexample-guided Inductive Synthesis (CEGIS)

Prover Verifier

V(θ, x)

c

f (x),D

V
valid

inductive synthesis loop

1. sample (finite) set S ⊂ D

2. Prover generates V(θ, ·) via query SMT solver on formula:
∃θ ∈ Θ : proof rules hold on points s ∈ S

3. Verifier checks either V(·, x) valid over dense D, or counterexample c :
query SMT solver on formula ∃c ∈ D : a proof rule does not hold on c

4. S← S ∪ c, loop back to 2
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Neural Inductive Synthesis

Learner Verifier

V

c

f (x),D

V
valid

sound, but might not end: infinite

search space (θ ∈ Θ) &
domain (x ∈ D)

inductive synthesis loop

1. sample (finite) set S ⊂ D

2. Learner trains neural V(θ, ·) via loss function L;
L penalises deviations from conditions in proof rules

3. Verifier checks either V(·, x) valid over dense D, or counterexample c :
query SMT solver on formula ∃c ∈ D : a proof rule does not hold on c

4. S← S ∪ c, loop back to 2
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Neural networks as Lyapunov functions

neural nets are general and flexible

(universal function approximators)

Learner trains shallow neural network

V(θ, x) = W2 · σ1(W1x + b1)

(θ has weights Wi, biases bi, σ1 activations)

σ1

σ1

W1 W2

loss function enforces Lyapunov conditions in (1)+(2) and (3) on points in S:

L(S) = | V(0) | + ∑
s∈S

max{0,−V(s)}+ ∑
s∈S

max{0, V( f (s))−V(s) + ϵ}

loss function L is “pretty good” proxy of proof rules, penalises deviations

surprisingly effective! Information exchange Learner ↔ Verifier is crucial
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Synthesis of barrier certificates - examples

{
x+ = y + 2xy
y+ = −x + 2x2 − y2 [10] · Linear

comparable to SOS
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Synthesis of barrier certificates - examples

{
x+ = exp(−x) + y− 1
y+ = − sin(x)2 [20] · Softplus

SOS not applicable
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Synthesis of barrier certificates - examples

{
x+ = y
y+ = −x− y + 1

3 x3 [20, 20] · Sigmoid, Sigmoid

SOS must over-convexify constraints (conservative? scalable?)
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Synthesis of control certificates

dynamical models with inputs (i.e., external non-determinism)

x+ = f (x, u)

→ synthesis of “control certificates”

modify known synthesis problem:

∃V : D → R s.t. ∀x ∈ D conditions (1)∧ (2)∧ (3) hold
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Synthesis of control certificates

dynamical models with inputs (i.e., external non-determinism)

x+ = f (x, u)

→ synthesis of “control certificates”

approach:
1 control policies are also NN-templated
2 concurrent synthesis of controls + corresponding certificates
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Synthesis of control certificates

dynamical models with inputs (i.e., external non-determinism)

x+ = f (x, u)

→ synthesis of “control certificates”

(back to) broad class of safe/co-safe properties

∀x0 ∈ I , ∃T ∈N, ∀t ∈ {0, . . . , T − 1}, ∀τ ≥ T :
xT ∈ G, xt ̸∈ U , xτ ∈ F

x∗I

I

U

I

G

I

U
x∗

I

G

U

I

F

G

U

I

G

F

U
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Synthesis of control certificatesEDWARDS et al.: A GENERAL VERIFICATION FRAMEWORK FOR DYNAMICAL AND CONTROL MODELS VIA CERTIFICATE SYNTHESIS 9

Ns Nu Property Neurons Activations T (s) Success (%)

min µ max S

1 2 0 Stability [6] ['2] 0.01 (⇡ 0.00) 0.16 (0.15) 1.50 (1.48) 100
2 3 0 Stability [8] ['2] 0.28 (⇡ 0.00) 2.22 (0.45) 12.57 (3.31) 100
3 2 2 Stability [4] ['2] 0.07 (0.01) 0.19 (0.02) 0.47 (0.04) 100
4 2 2 Stability [5] ['2] 0.09 (0.01) 0.26 (0.02) 0.54 (0.03) 100

5 2 0 ROA [5] [�soft] 0.21 (0.12) 14.09 (12.59) 25.32 (22.13) 40
6 3 3 ROA [8] ['2] 1.24 (0.02) 39.08 (0.03) 287.89 (0.04) 100

7 2 0 Safety [15] [�t] 0.44 (0.35) 3.36 (2.90) 7.61 (7.11) 100
9 8 0 Safety [10] ['1] 12.63 (7.71) 51.97 (32.75) 70.59 (44.66) 70
10 3 1 Safety [15] [�t] 1.57 (0.19) 11.87 (2.50) 51.08 (7.52) 90

11 3 0 SWA [6], [5] ['2], [�t] 0.19 (0.05) 2.46 (0.100) 12.10 (0.20) 90
12 2 0 SWA [5], [5, 5] ['2], [�sig,'2] 0.13 (0.06) 0.27 (0.14) 0.39 (0.20) 100
13 2 1 SWA [8], [5] ['2], ['2] 0.06 (0.03) 0.20 (0.10) 0.58 (0.24) 90
14 3 1 SWA [10], [8] ['2], [�t] 4.06 (0.87) 19.81 (2.73) 103.49 (7.23) 90

15 2 0 RWA [4] ['2] 0.14 (0.09) 1.81 (1.75) 4.70 (4.63) 100
16 3 0 RWA [16] ['2] 1.36 (0.09) 14.10 (0.14) 72.97 (0.20) 90
17 2 1 RWA [4, 4] [�sig,'2] 0.59 (0.27) 6.82 (3.32) 20.07 (11.46) 100
18 3 1 RWA [5] ['2] 0.46 (0.11) 16.06 (5.81) 72.47 (44.64) 80
19 2 2 RWA [5] [�sig] 0.69 (0.40) 1.38 (0.94) 2.14 (1.90) 100

20 2 0 RSWA [4] ['2] 0.19 (0.03) 1.29 (1.04) 3.79 (3.37) 100
21 3 0 RSWA [16] ['2] 4.81 (0.13) 27.14 (0.19) 80.95 (0.25) 100
22 2 0 RSWA [5, 5] [�sig,'2] 1.52 (0.06) 4.45 (0.19) 10.97 (0.35) 100
23 2 1 RSWA [8] ['2] 0.21 (0.05) 0.67 (0.25) 1.19 (0.91) 100
24 2 2 RSWA [5, 5] [�sig,'2] 0.98 (0.16) 1.23 (0.28) 1.61 (0.46) 100

25 2 0 RAR [6], [6] [�soft], ['2] 6.65 (1.08) 24.74 (6.46) 77.80 (15.06) 100
26 2 2 RAR [6, 6], [6, 6] [�sig,'2], [�sig,'2] 5.13 (1.34) 26.99 (9.90) 101.23 (60.14) 100

TABLE I: Results of synthesising certificates for all properties presented in this work. The first column indexes the benchmarks.
Ns: Number of states, Nu: number of control inputs. We show the Property being verified and network structure (Neurons and
Activations). For certificates of two functions, comma-separated lists shows the different structures. Finally, we report success
rate (S) and the minimum, mean (µ) and maximum computation time T over successful runs, in seconds. In brackets we show
the time spent during the learning phase.

continuous-time models, both autonomous and controlled.
Further, Fossil 2.0 can verify stability and safety properties
for discrete-time models (the discussion of which is omitted
for brevity). The extension to all the presented properties
in discrete time is matter of future work. We showcase the
efficacy of our framework and corresponding tool across 26
benchmarks, borrowed from existing literature on certificate
synthesis [10], [50], [55], [63]. Note that, in some cases,
we have modified these benchmarks to further challenge our
approach, for instance by using disjoint, non-convex sets in the
specifications. We consider a key strength of our approach to
be its flexibility - we are able to perform well on straight-
forward and challenging benchmarks using certificates that
represent both polynomials and more complex non-polynomial
functions (as determined by the activation function of the neu-
ral network). We reflect this in our selection of benchmarks,
including dynamics that are relatively simple and dynamics
that involve transcendental and trigonometric functions. Due
to the large number of benchmarks, details on the dynamics
and sets can be found in an extended version of this paper [64],
and in the corresponding code-base, https://github.com/oxford-
oxcav/fossil, where additional benchmarks can be also found.

The results are reported in Table I, where for each bench-
mark we outline the number of variables Ns and of control
input Nu, the property to be verified (cf. acronyms introduced
earlier), the number of neurons in each hidden layer and

the corresponding activation functions for these layers. The
number of neurons is denoted as a list, e.g. [n1, n2] indicates
that the first and second hidden layers are composed of n1 and
n2 neurons, respectively. The activation functions for these
hidden layers are denoted similarly. As mentioned, a strength
of our methodology is its flexibility in terms of the form that
certificates may take: we are able to synthesise polynomial
certificates as well as non-polynomial certificates that repre-
sent more “neural-typical” functions – this is illustrated in
the “Activations” column of Table I. By 'j we denote that
the layer represents a polynomial function of order j; �sig
represents the sigmoid function, �t represents the hyperbolic
tangent function and �soft is the softplus function.

For almost all benchmarks, we use a linear control function.
Our approach can handle more general nonlinear templates,
but we emphasise that, as we solve a verification problem,
rather than a control problem, we only seek a feedback law
such that the property is satisfied by the closed-loop dynamics,
and thus offer no guarantee on the optimality of this controller.
Still, we use a nonlinear controller employing �t functions for
the benchmark number 10 of Table I.

We measure the robustness performance by running each
experiment 10 times, where we initialise the network with
different weights and a new dataset across separate random
seeds. Our procedure is not guaranteed to terminate, so after a
maximum number of CEGIS loops we stop it and consider the
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Software for Neural Synthesis - Fossil 2.0

.py

.yaml

Fossil 2.0
Problem

Parser/
Interpreter

Synthesis Engine

Learner

Verifier (SMT Solvers)

Z3 CVC5 dReal

Enhanced
Communication

Valid Controller
and Certificate

Unknown

github.com/oxford-oxcav/fossil
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A messy business: certificates as supermartingales

almost-sure (w.p. 1) countable-state program termination (cf. above)

can be extended to

continuous/dense state spaces
probabilistic programs and general MDPs
control/policy/strategy synthesis
quantitative termination

via supermartingale inequalities
via ‘decomposition’ result (cf bib)

. . . towards whole-LTL quantitative model checking and design of gMDP
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Proof rule for almost-sure Streett acceptance

consider Markov chain x+ = f (x, w), along with Streett pair:

GF(A) =⇒ GF(B) A, B ⊆ D

A B

0-inc ϵ-dec 0-inc M-inc 0-inc 0-inc 0-inc 0-inc
✓

finite A’s
finite B’s

A B B

0-inc ϵ-dec 0-inc M-inc 0-inc 0-inc 0-inc M-inc

✓
finite A’s
infinite B’s

A B A

0-inc ϵ-dec 0-inc M-inc 0-inc ϵ-dec 0-inc 0-inc

✗ infinite A’s
finite B’s

A B A B

0-inc ϵ-dec 0-inc M-inc 0-inc ϵ-dec 0-inc M-inc

✓
infinite A’s
infinite B’s
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Proof rule for almost-sure Streett acceptance

consider Markov chain x+ = f (x, w), along with Streett pair:

GF(A) =⇒ GF(B) A, B ⊆ D

Streett Supermartingale Proof Rule [AA et al, CAV24]

∃ function V : D → R≥0,

In B: allow V to increase in expectation by M (positive const)

In A ∖ B: decrease V in expectation by ϵ (positive const)

Otherwise: ensure V does not increase in expectation

V is non-negative and almost a supermartingale

allow increase in B
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Streett supermartingale - example

0 1 2 3-1-3-5
0.50.5

Φ = FG(x < 0) ∨ GF(x is even)

FG(x < 0)
with probability 0.5

GF(x is even)
with probability 0.5

but Φ holds with probability 1 !

in literature, ‘insufficient’ certificates, only useful for

almost-sure recurrence
a.s. persistence
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Streett supermartingale - example

0 1 2 3-1-3-5
0.50.5

0 1 0 1111

Φ = GF(x ≥ 0︸ ︷︷ ︸
A

) =⇒ GF(x is even︸ ︷︷ ︸
B

)

B: x is even: allow V to increase in expectation by M = 1
A ∖ B: x ≥ 0 and x is odd: decrease V in expectation by ϵ = 1
(A ∪ B)c: x < 0 and x is odd: ensure V does not increase in expectation

=⇒ Φ holds with probability 1

can be extended to dense-space models, to control synthesis, . . .
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Experiments

I - invariance generation

V - verification (certificate synthesis)

C - control synthesis

Benchmark ω-Regular Specification Output Time [s]
EvenOrNegative FG(x < 0) ∨ GF(x even) V 0.09
SafeRWalk1 G(x < 100) VIC 1.09
PersistRW FG(x ≤ 10) VI 1.16
RecurRW GF(x > 100) VI 1.49
SafeRWalk2 G(x ≥ 10) VIC 1.09
GuaranteeRW G(x ≥ −10)→ F(x ≥ 103) VI 5.61
Temperature1 FG(¬Hot∧ ¬Cold) VIC 4.11
Temperature2 GF(x ≤ 30) ∧ G(x ≤ 60) VI 28.93
Temperature3 G(Safe) ∧ [GF(Cold)→ GF(Hot)] VIC 28.58
Temperature4 G(Safe) ∧ [GF(Cold)→ GF(Hot)] VC 4.64
FinMemoryControl GF(x ≤ 0)→ GF(x ≥ 100) VIC 16.73
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Proof rules: from almost-sure to quantitative

so far we have seen that:

ranking supermartingales for almost-sure reachability

almost sure persistence, or a.s. recurrence

Streett supermartingales for almost-sure reactivity conditions

and indeed many other similar proof rules . . .

restrict state space to supporting invariant I ⊆ State, so that:

P ( Specification | G I ) = 1

now, we can generalise any almost-sure proof rule to quantitative supermartingale certificates:

P ( Specification ) ≥ p

this is done via a “decomposition” result (next)
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Decomposing Quantitative Probabilistic Verification

soundness of decomposition [AA et al, CAV25] - suppose:
1 P( Specification | G I ) = 1
2 P( G I ) ≥ p

then P( Specification ) ≥ p

special case:
1 if P( Streett acceptance | G I ) = 1

(e.g., via Streett supermartingale & supporting invariant, [AA et al, CAV’24])
2 if P( G I ) ≥ p

(e.g., via stochastic invariant (supermartingale) [Kushner, 1965] or repulsing supermartingales
[Chatterjee et.al., POPL’17][Takisaka et.a., ATVA’18])

then P( Streett acceptance ) ≥ p
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Algorithmic Construction of Proof Certificates

assume State = Rk, introduce parametric templates for supermartingale certificates and supporting
invariants, consider:

∃ parameter ∀ states : Streett supermartingale proof rule

sound and relatively-complete reduction to SMT solving via applying Farkas’ Lemma /
Positivstellensatz

Benchmark ω-Regular Specification
Attained
Bounds

Time [s]

Gambler’s Ruin (d = 2, ax) GF(x = 0) [0.380, 0.671] 8.64
Gambler’s Ruin (d = 3, ax) GF(x = 0) [0.545, 0.671] 9.87
Gambler’s Ruin (d = 4, ax) GF(x = 0) [0.601, 0.671] 24.02
Gambler’s Ruin (d = 5, ax) GF(x = 0) [0.621, 0.671] 88.17
BecomingRichOnce (d = 2) (x ≥ 10) U (x ≥ 100) [0.610, 1.000] 4.68
BecomingRichOnce (d = 3) (x ≥ 10) U (x ≥ 100) [0.709, 0.974] 7.39
BecomingRichOnce (d = 4) (x ≥ 10) U (x ≥ 100) [0.776, 0.908] 12.15
BecomingRichOnce (d = 5) (x ≥ 10) U (x ≥ 100) [0.807, 0.880] 59.04
Reactivity1 (d = 2) GF(x ≤ 6)→ GF(x ≤ 0) [0.166, 0.166] 8.18
Reactivity2 (d = 2) GF(x ≤ 10)→ GF(x ≥ 100) [0.250, 0.250] 8.26
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1 Context

2 It’s the Spec, stupid!

3 Specification-driven Reinforcement Learning

4 Neural Proofs - Formal Synthesis of Neural Certificates

5 From Logic to Learning
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Constructing certificates - scaling up CEGIS

CEGIS is bottle-necked at the Verifier stage (calls to SMT solver)

Learner Verifier

V

c

f (x),D

V
valid

consider NL vector field f (x), x ∈ X
partition domain X = ∪iXi, Xi ∩ Xj = ∅
1st-order Taylor expand f locally: ∀x ∈ Xi, f̃ (x) = Aix + d, ∥d∥ ≤ δi

consider PWA template for certificate, e.g. as ReLU-NN: ∀x ∈ Xi, V(x) = Lix
consider local δi-robust proof rules over f̃ in Xi, say rule-3 for Lyapunov:

V( f̃ (x))−V(x) = Li Aix− Lix < −(ϵ + Liδi), ∀x ∈ Xi

leverage faster linear arithmetics solvers (eg, α, β-CROWN, Marabou)
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[cf. L4DC26 paper]

Constructing certificates - scaling up CEGIS
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Modern hybridisations: neural abstractions

consider NL vector field f (x), x ∈ X
partition domain X = ∪iXi, Xi ∩ Xj = ∅

1st-order Taylor expand f locally: ∀x ∈ Xi, f̃ (x) = Aix + d, ∥d∥ ≤ δi

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1 0 1
1

0

1

{
x+ = −y− 1.5x2 − 0.5x3 − 0.5
y+ = 3x− y

{
x+ = x2 + y
y+ =

3√x2 − x
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Modern hybridisations: neural abstractions

...
x

...

...
ẋ

W1 W2b1 b2

ReLU
W11x + b11 = 0

W12x + b12 = 0

f̃ : Rn → Rn δ-approximates f
(where δ = maxi δi)

ReLU-neural network f̃ as δ-abstraction of nonlinear vector field f
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Modern hybridisations: neural abstractions

...
x

...

...
ẋ

W1 W2b1 b2

ReLU
W11x + b11 = 0

W12x + b12 = 0

synthesis of neural abstraction via CEGIS
1 learn parameters of ReLU-NN f̃ w/ MSE loss L = ∥ f (S)− f̃ (S)∥, S finite

2 SMT solver formally checks upper bound δ on approximation error:

∃c ∈ X s.t. ∥ f (c)− f̃ (c)∥ > δ

obtain abstraction as
x+ = f̃ (x) + d, ∥d∥ ≤ δ, x ∈ X
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Neural abstractions - examples

{
x+ = y− 1.5x2 − 0.5x3

y+ = 3x− y

{
x+ = exp(−x) + y− 1
y+ = − sin(x)2

{
x+ = x2 + y
y+ =

3√x2 − x

concrete model

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1 0 1
1

0

1

neural abstraction

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 33 /44



Neural abstractions - examples

{
x+ = y− 1.5x2 − 0.5x3

y+ = 3x− y

{
x+ = exp(−x) + y− 1
y+ = − sin(x)2

{
x+ = x2 + y
y+ =

3√x2 − x

concrete model

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1 0 1
1

0

1

neural abstraction

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 33 /44



Neural abstractions - examples

{
x+ = y− 1.5x2 − 0.5x3

y+ = 3x− y

{
x+ = exp(−x) + y− 1
y+ = − sin(x)2

{
x+ = x2 + y
y+ =

3√x2 − x

concrete model

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1 0 1
1

0

1

neural abstraction

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 33 /44



Neural abstractions - examples

{
x+ = y− 1.5x2 − 0.5x3

y+ = 3x− y

{
x+ = exp(−x) + y− 1
y+ = − sin(x)2

{
x+ = x2 + y
y+ =

3√x2 − x

concrete model

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1 0 1
1

0

1

neural abstraction

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

1.0 0.5 0.0 0.5 1.0
1.0

0.5

0.0

0.5

1.0

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 33 /44



Outline
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3 Specification-driven Reinforcement Learning
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A. Abate, oxcav.web.ox.ac.uk Neural Proofs 34 /44



Outline

1 Context

2 It’s the Spec, stupid!

3 Specification-driven Reinforcement Learning

4 Neural Proofs - Formal Synthesis of Neural Certificates

5 From Logic to Learning

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 34 /44



Alternatives to inductive certificate synthesis

flexible architecture to synthesise both controllers & certificates

how about reinforcement learning?

1 consider simple spec (say, safety)

2 set rewards as intuitive

3 train policy via generalist RL algorithm (say, off-policy Q learning)

4 extract value function (VF)

might (asymptotically optimal) VF be a supermartingale certificate for safety?
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Automata-based policy synthesis in RL
environment

slippery grid world

labels: B (blue), G (green), U (red)

label-dep meaning:

q1 → expecting B
q2 → expecting G
q3 → stuck at U

LTL specification - recurrence + safety

GFB ∧ GFG ∧ G¬U

automaton (Büchi)

q0start q1

q2

q3

¬B ∧ ¬U

B

U

¬B ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤
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Intuitive reward shaping from automaton

reward on automaton states

(fed back over product MDP):

r(q) =


+5 q0 (accepting node)

−10 q3 (rejecting sink)

0 q1, q2 (leading to q0)

q0start q1

q2

q3

¬B ∧ ¬U

B

U

¬B ∧ ¬U

B

U

¬G ∧ ¬U

G

U

⊤

Proof rules for a.s. recurrence - GFT
(r1) ∃m > 0, ∀x ∈ T, W(x) ≥ m lower bnd. in T
(r2) ∃ε > 0, ∀x ∈ X \ T, EπW(x′) ≤W(x)− ε drift outside T
(r3) ∃H, ∀x ∈ T, EπW(x′) ≤W(x) + H drift inside T

Proof rules for a.s. safety - G¬U
(r1) ∃M > 0, ∀x ∈ U, W(x) ≤ M upper bnd. in U
(r2) ∃m < M, ∀x ∈ X \U, W(x) ≤ M lower bnd. in X \U
(r3) ∃ε > 0, ∀x ∈ X \U, EπW(x′) ≤W(x)− ε drift outside U
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Value functions from RL as proof certificates

q1 (expect B) q = 2 (expect G)
from Q-function to certificate W

π(x) = arg max
a

Q(x, a)

W(x) = max
x′ ,a′

Q(x′, a′)−max
a

Q(x, a)

W satisfies proof rules for recurrence + safety

extension to general tasks as Streett automata,

GF(A) =⇒ GF(B)
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[cf. SAIV26 paper]
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Recall CEGIS framework

Prover Verifier

V(θ, x)

c

f (x),D

V
valid

earlier we relegated the use of SMT to the Verifier (Prover → Learner)

can we now eschew SMT solvers at all?

from CEGIS to sample-driven synthesis, hence no need for models/SMT any longer
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Finite-sample guarantees: data-driven certificates

Learner Verifier

V

c

f (x),D

V
valid
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Finite-sample guarantees: data-driven certificates

Learner Verifier

V

c

f (x),D

V
valid

model class: x+ = f (x, w), x0 ∈ XI

behaviour: set of all finite-horizon trajectories ξ ∈ Ξ
consider finite-horizon specs ψ (e.g., T-step reachability, safety, reach-avoid)

. . . now let’s use some data, where now: samples = T-step trajectories
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PAC Learning - basics
assume that a r.v. x ∼ ∆(R), label

Safe region the interval [0, ∞)
Unsafe region the interval (−∞, 0)

given N i.i.d. samples {xi ≥ 0}N
i=1

how likely is it that a new sample x < 0, and with what confidence?

SPoRt - Safe Policy Ratio: Certified Training and Deployment of Task Policies in Model-Free RL  (Cloete et. al.) 64

PAC Learning – Example

Given     samples                     , 

<0

N {(x)i⩾0}
1:N

x
0 ⩾0

Unsafe Safe

How likely that a new sample         , 
and with what confidence?

x<0 

Introduction to the Scenario Approach (Campi & Garatti, 2018)

<0

x
0 ⩾0

Unsafe Safe

Low confidence High confidence

x∼Δ(ℝ)

we have that P(x < 0) ≤ ϵ
with confidence 1− β,
where β = (1− ϵ)N

now having received k samples {xi < 0} across {xi}N
i=1,

then P(x < 0) ≤ ϵ with confidence 1− β , where

β =
k

∑
i=0

(
N
i

)
ϵi(1− ϵ)N−i

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 40 /44



PAC Learning - basics
assume that a r.v. x ∼ ∆(R), label

Safe region the interval [0, ∞)
Unsafe region the interval (−∞, 0)

given N i.i.d. samples {xi ≥ 0}N
i=1

how likely is it that a new sample x < 0, and with what confidence?

SPoRt - Safe Policy Ratio: Certified Training and Deployment of Task Policies in Model-Free RL  (Cloete et. al.) 64

PAC Learning – Example

Given     samples                     , 

<0

N {(x)i⩾0}
1:N

x
0 ⩾0

Unsafe Safe

How likely that a new sample         , 
and with what confidence?

x<0 

Introduction to the Scenario Approach (Campi & Garatti, 2018)

<0

x
0 ⩾0

Unsafe Safe

Low confidence High confidence

x∼Δ(ℝ)

we have that P(x < 0) ≤ ϵ
with confidence 1− β,
where β = (1− ϵ)N

now having received k samples {xi < 0} across {xi}N
i=1,

then P(x < 0) ≤ ϵ with confidence 1− β , where

β =
k

∑
i=0

(
N
i

)
ϵi(1− ϵ)N−i

A. Abate, oxcav.web.ox.ac.uk Neural Proofs 40 /44



PAC Learning - basics
assume that a r.v. x ∼ ∆(R), label

Safe region the interval [0, ∞)
Unsafe region the interval (−∞, 0)

given N i.i.d. samples {xi ≥ 0}N
i=1

how likely is it that a new sample x < 0, and with what confidence?

we have that P(x < 0) ≤ ϵ
with confidence 1− β,
where β = (1− ϵ)N

now having received k samples {xi < 0} across {xi}N
i=1,

then P(x < 0) ≤ ϵ with confidence 1− β , where

β =
k

∑
i=0

(
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SPoRt - Safe Policy Ratio: Certified Training and Deployment of Task Policies in Model-Free RL  (Cloete et. al.) 68

Scenario Approach for LTL Satisfaction

 

 

    

If                        for      samples                    ,

then                                       

with confidence           , where                           

samples

<0

N {( τπbase
)i}
1:N

{(τπbase
)i}
1:N

Nρφ(τπbase
)⩾0

P(ρφ(τπbase
)<0) ⩽ ϵbase

1−β β = (1−ϵbase)
N

ρφ( τπ)
0 ⩾0

Unsafe Safe

How likely that a new sample        is unsafe?τπbase τπbase
∼Δπbase ,μ , p

(ST )

⇒ ρφ(τπbase
)∼Δ(ℝ)
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PAC Learning - basics

now apply this to statistical property satisfaction, where now samples = trajectories

here samples {xi}N
i=1 account whether property (e.g., safety) is satisfied, i.e.

xi ≥ 0⇔ ξ i |= ψ

hence, pick a β, take N samples, receiving k-many {xi < 0},
find ϵ(k, β, N) from above, and conclude

PN{{ξ i}N
i=1 ∈ ΞN : P{ξ ∈ Ξ : ξ ̸|= ψ} ≤ ϵ(k, β, N)

}
≥ 1− β

next, we shall construct certificates from data and,

leveraging PAC-based scenario optimisation,

we shall provide similar guarantees (as formula above)
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Data-driven certificate synthesis, finite-sample guarantees
model class: x+ = f (x, w), x0 ∈ XI
behaviour: set of all finite-horizon trajectories ξ ∈ Ξ
consider finite-horizon specs ψ: e.g., T-step reachability, safety, . . .

XI

XG

Reachability

XI

XU

Safety

XI

XG

XU

Reach-avoid

proof rules tailored to finite-horizon specs ψ

data: consider N sampled T-step trajectories {ξ i}N
i=1 ∈ ΞN

accordingly, sample-based learning of neural certificate Vθ

attain probabilistic property guarantee:
fix confidence level β ∈ (0, 1)
find property violation level (“risk”) ϵ ∈ (0, 1), such that

PN{{ξ i}N
i=1 ∈ ΞN : P{ξ ∈ Ξ : ξ ̸|= ψ(ξ)} ≤ ϵ

}
≥ 1− β

where ϵ = ϵ(RN , β, N),
RN number of samples in {ξ i}N

i=1 for which ψ(ξ i) is violated
(namely, when ‘optimal’ Vθ∗ violates proof rules)
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[cf. bib at end of deck]

What has been left out of today’s slides

abstraction-based verification and synthesis

model-based
data-driven (connections with PAC, scenario, and RL)
CEGIS-based, cf. ‘neural abstractions’ (above)

abstract
model

ξ-specification
automated

verification

-

ξ-spec holds,
policy µξ |= ξ-spec

6
ξ-quantitative
abstraction

?

refine back

complex
model

specification
@

@
@

@I

if not,

tune ξ

spec holds,
policy µ |= spec
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Thank you for your attention

oxcav.web.ox.ac.uk

All images used are under Wikimedia CCAS license, or by author
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Synthesis of barrier certificates - benchmarks

Benchmark CEGIS (this work) BC1 SOS2

Darboux
Exponential
Obstacle
Polynomial
Hybrid mod
4-d ODE
6-d ODE
8-d ODE

Learn Verify Samples Iters

31.6 0.01 0.5 k 2
15.9 0.07 1.5 k 2
55.5 1.83 2.0 k 9
64.5 4.20 2.3 k 2
0.58 2.01 0.5 k 1
29.31 0.07 1 k 1
89.52 1.61 1 k 3
104.5 82.51 1 k 3

Learn Verify Samples

54.9 20.8 65 k
234.0 11.3 65 k
3165.3 1003.3 2097 k
1731.0 635.3 65 k

– – –
– – –
– – –
– – –

Synth Verify

× –
× –
× –
8.10 ×
12.30 0.11
12.90 OOT
16.60 OOT
26.10 OOT

time for Learning and Verification steps in [sec]

‘Samples’ = size of input data for Learner (in thousands)

‘Iters’ = number of iterations of CEGIS loop

× = synthesis or verification failure, OOT = verification timeout

1
H. Zhao, X. Zeng, T. Chen, and Z. Liu. Synthesizing Barrier Certificates Using Neural Networks. In Proceedings of the 23rd International Conference on Hybrid Systems: Computation and

Control, HSCC, 2020.
2

A. Papachristodoulou, J. Anderson, G. Valmorbida, S. Prajna, P. Seiler, and P. A. Parrilo. SOSTOOLS: Sum of squares optimization toolbox for MATLAB, 2013.
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Proof rules: from almost-sure to quantitative

so far we have seen that:

ranking supermartingales for almost-sure reachability

almost sure persistence, or a.s. recurrence

Streett supermartingales for almost-sure reactivity conditions

and indeed many other similar proof rules . . .

restrict state space to supporting invariant I ⊆ State, so that:

P ( Specification | G I ) = 1

now, we can generalise any almost-sure proof rule to quantitative supermartingale certificates:

P ( Specification ) ≥ p

this is done via a “decomposition” result (next)
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Decomposing Quantitative Probabilistic Verification

soundness of decomposition [AA et al, CAV25] - suppose:
1 P( Specification | G I ) = 1
2 P( G I ) ≥ p

then P( Specification ) ≥ p

special case:
1 if P( Streett acceptance | G I ) = 1

(e.g., via Streett supermartingale & supporting invariant, [AA et. al., CAV’24])
2 if P( G I ) ≥ p

(e.g., via stochastic invariant (supermartingale) [Kushner, 1965] or repulsing supermartingales
[Chatterjee et.al., POPL’17][Takisaka et.a., ATVA’18])

then P( Streett acceptance ) ≥ p
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Completeness of Decomposition

question: does there always exist a region I ⊆ State such that:
1 P( Specification | G I ) = 1,
2 P( G I ) = P( Specification )

poositive answer: suppose L is a shift-invariant specification3,
then the following holds:

Theorem (ε-completeness for gMC [AA et al, CAV25] )

For every ε > 0, there exists a region I such that

1 P( L | G I ) = 1
2 P( G I ) ≥ P( L )− ε

Theorem (Completeness for finite MC [AA et al, CAV25] )

There exists a region I such that

1 P( L | G I ) = 1
2 P( G I ) = P( L )

3A language is invariant under addition/deletion of any finite prefix to an infinite trajectory
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Example: Quantitative Streett Supermartingale

Theorem

Let (A1, B1) ∈ Σ2, . . . , (Ak, Bk) ∈ Σ2 be a Streett acceptance condition.
Suppose that there exists a measurable set I ∈ Σ and k + 1 measurable functions
V0, . . . , Vk : State→ R≥0 such that the following conditions hold:

∀s ∈ I : PV0(s) ≤ V0(s),
∀s /∈ I : V0(s) ≥ 1,
∀s ∈ I ∩ (Ai \ Bi) : PVi(s) ≤ Vi(s)− ε for i = 1, . . . , k,
∀s ∈ I ∩ Bi : PVi(s) ≤ Vi(s) + M for i = 1, . . . , k,
∀s ∈ I \ (Ai ∪ Bi) : PVi(s) ≤ Vi(s) for i = 1, . . . , k,

for some constants ε, M > 0. Then,

Pµ

(
k∧

i=1

∞

∑
n=0

1Ai (Φn) < ∞ ∨
∞

∑
n=0

1Bi (Φn) = ∞

)
≥ 1− µV0
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From dynamical to switched models

A discrete-time (arbitrarily-)switched model is

x(k + 1) = fσk (x(k)), σ(k) ∈ {1, . . . , M}
here switching signal σ : N→ {1, . . . , M} determines sequence of modes (and of dynamics).
Switching is arbitrary, i.e., every sequence in ΣN is possible.

Example

Consider linear case fσ(k)(x(k)) = Aσ(k)x(k) and

A1=

[
0.8 0
0 0.8

]
, A2=

[
1.0 0.2
0 1.0

]
, A3=

[
0 −1.0

1.0 0

]
A1 shrinks, A2 shears, A3 rotates.
Switching sequence:

σ = 11222233112221133311222111221133 . . .
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From dynamical to switched models

A discrete-time (arbitrarily-)switched model is

x(k + 1) = fσk (x(k)), σ(k) ∈ {1, . . . , M}

here switching signal σ : N→ {1, . . . , M} determines sequence of modes (and of dynamics).
Switching is arbitrary, i.e., every sequence in ΣN is possible.

Common stability certificate

A common Lyapunov function is a single function V : Rn → R≥0 with one inequality constraint per
mode:

∀m ∈ {1, . . . , M}, ∀x ∈ Rn : V( fm(x)) ≤ V(x)

Can be conservative for specific templates
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Path-complete framework

single function → finite collection of Lyapunov pieces, coupled by graph

Path-complete Lyapunov function

Given a directed and labelled graph G = (S, E),
a path-complete Lyapunov function is a finite collection {Vs : s ∈ S} s.t.

∀e = (s, m, d) ∈ E, ∀x ∈ Rn : Vd( fm(x)) ≤ Vs(x).

Key idea: path-complete graph → every finite word is a path
local inequalities are chained along any switching sequence
→ stability is guaranteed for arbitrary switching

s0 s1 s2 · · · sK
σ0 σ1 σ2 σK−1

Vs0(x0) ≥ Vs1(x1) ≥ Vs2(x2) ≥ · · · ≥ VsK (xK)
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Path-complete framework:
different graphs yield different proof rules

graph 1

a b1 2
1

2

Va( f1(x)) ≤ Va(x)

Vb( f1(x)) ≤ Va(x)

Vb( f2(x)) ≤ Vb(x)

Va( f2(x)) ≤ Vb(x)

graph 2

a b1

1

2
2

Va( f1(x)) ≤ Va(x)

Vb( f1(x)) ≤ Va(x)

Vb( f2(x)) ≤ Va(x)

Va( f2(x)) ≤ Vb(x)

graph 3

a b

c

1 1
2

221

Va( f1(x)) ≤ Va(x) Vc( f2(x)) ≤ Vb(x)

Vb( f2(x)) ≤ Va(x) Va( f1(x)) ≤ Vc(x)

Vb( f1(x)) ≤ Vb(x) Vb( f2(x)) ≤ Vc(x)

graph structure is combinatorial, certificate inequalities are algebraic
→ SMT solvers as a natural tool for synthesis
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graph 3

a b

c

1 1
2

221

Va( f1(x)) ≤ Va(x) Vc( f2(x)) ≤ Vb(x)

Vb( f2(x)) ≤ Va(x) Va( f1(x)) ≤ Vc(x)

Vb( f1(x)) ≤ Vb(x) Vb( f2(x)) ≤ Vc(x)

Current work - beyond stability

Path-complete ranking supermartingales for stochastic switched systems for termination+safety
(reach-avoid), and beyond
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Path-complete framework: beyond stability

Same framework, different certificates

Graphs still encode how quantity locally decreases, while path-completeness propagates it along every
path

local constraints on edges chain along a path global guarantee

Current work
Path-complete ranking supermartingales for stochastic switched systems for termination+safety
(reach-avoid), and beyond
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DeepLTL: zero-shot tasks generalisation

progress through automaton states as reach-avoid sequences

. . .

FG(• red) ∧ FG(• purple) F(• yellow) ∧ FG(• green) ∧G(• purple→ F • red)
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StructLTL: learning structured task representations

improved generalisation via structured learned task embeddings

Task Representation Policy Architecture Environment

. . .

c ∨ d
a ∧ ¬b

¬e
φ

D
N
F
E
n
co
d
er

z1

z2

z3

z

×
e

S
ta
te

E
n
co
d
er

st

MLP

at

F(vase∧ crate∧ • green∧ (• green U (¬vase∧ ¬crate∧ • green)))
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PlatoLTL: parametric generalisation across symbols
model propositions as parameterised instances of atomic predicates

GNN

Actor-Critic
Module

(MLP)

Observation
Module
(MLP/CNN)

Sequence

RNN

Action Observation

Sequence
Module

State EmbeddingSequence Embedding

PC1 (4.7% Expl. Var.)PC2 (4.5% Expl. Var.)

PC3 (4.5%
 Expl. Var.)

PC1 (43.3% Expl. Var.)PC2 (37.8% Expl. Var.)

PC3 (8.1%
 Expl. Var.)

Training
Unseen

F
(
loc(A) ∧

(
¬rad(0.8)U loc(B)

))
∧ F loc(C)

(
rad(0.4)⇒

(
¬loc(A)U

(
loc(B) ∨ loc(C)

)))
U loc(A) DeepLTL PlatoLTL

PC1 (3.8% Expl. Var.)
PC2 (3.7% Expl. Var.)

PC3 (3.7%
 Expl. Var.)

PC1 (3
4.7% Expl. V

ar.)

PC2 (31.2% Expl. Var.)

PC3 (29.8%
 Expl. Var.)

Training
Unseen

FGat(•) ∧ F
(
at(•) ∧ Fat(•)

)
GFat(•) ∧GFat(•) ∧GFat(•) ∧G¬at(•) proposition embeddings
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Certifying multi-task/environment Reinforcement Learning

RL in single MDP/‘task’M:

JM(π) =

 E
τ∼Mπ

[
∑T

t=0 γtrt

]
P

τ∼Mπ
[τ |= ψ]

meta-RL over unknown distribution D:
π∗ = arg max

π
E
M∼D

[JM(π)]
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Certifying multi-task/environment Reinforcement Learning

given: single policy π that performs/generalises well
across ‘tasks’

‘tasks’ encompass different dynamics, initial states,
constraints, rewards/objectives

D is arbitrary and unknown

goal: certify zero-shot performance of π

on new, unseen taskM∼ D
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Safety at Performance Threshold

fix ‘performance’ threshold B ∈ R,

accordingly define safety:

Sπ
D(B) = Pr

M∼D
[JM(π) ≥ B]

safety is probability for policy π to achieve at least
performance B on new, unseen taskM∼ D
risk of falling below B is then 1− Sπ

D(B)
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Safety at Performance Threshold

given a trained policy π:

sample tasks

M = {Mi ∼ D}n
i=1

collect rollouts

Ti = {τi,j ∼Mπ
i }mi

j=1

two uncertainty layers:

finite task samples from an unknown D
finite rollouts within each sampled task
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Safety at Performance Threshold

derive from finite data a PAC statement of the form:

Pr [Sπ
D(B) ≥ 1− ε] ≥ 1− β,

for user-chosen β ∈ (0, 1)

and derived (as large as possible) 1− ε

by combining two uncertainty layers,

via two steps (next)
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Step 1: Per-Task Lower Confidence Bounds

for single taskMi,

construct lower confidence bound J̃δ
i with

Pr
[

JMi (π) ≥ J̃δ
i

]
≥ 1− δ,

from collected rollouts Ti - can use:

binary metrics (specs): Clopper–Pearson
reward metrics: Hoeffding, DKW, empirical
Bernstein
δ (user-chosen) controls per-task coverage
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Step 2: From Tasks to Distribution-Level Guarantees

for threshold B, count ‘violations’ (as before)

k(B) =
∣∣∣{i : J̃δ

i < B}
∣∣∣

then, given β,

compute ε (eqn’s similar as above), s.t.

Pr [Sπ
D(B) ≥ 1− ε] ≥ 1− β

this

handles unknown task distribution D
combines two layers of uncertainty
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Guarantees on safety depend on tasks vs. rollouts

returned ε is such that

Pr [Sπ
D(B) ≥ 1− ε] ≥ 1− β

features:

more rollouts tighten J̃δ
i

more tasks sharpen task-level generalisation
β - global confidence budget
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Experiments

guarantees (bounds) tightly track empirical
safety

bounds practically informative for realistic
sample sizes (tasks n and rollouts m)

no dependence on state-space dimension or
domain complexity

independent of task or specification structure
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